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Recap: STAR Full Trigger DAQ Data Flow 
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STAR HLT Integration with DAQ
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HLT

daq “file”

Trigger 
decision,
HLT tracks, 
vertex
(optional)

• Trigger system select events of 
interests from all collisions

• HEP experiments often use multi-
level trigger system to match the 
huge gap between collision rate and 
recording rate

• STAR: several MHz -> ~2 kHz
• L0 -> L1 -> L2 … -> HLT
• Triggers before HLT usually 

use customized electronics 
with or without general purpose 
CPU

• HLT, in STAR named as L4, is 
purely computer/software 
based and usually servers as 
the last level

• Latest trend is triggerless/streaming 



What does STAR HLT Do? 
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• Event reconstruction in real-time:
• TPC tracking
• Primary vertex (collision position) finding
• Detectors matching: TPC-TOF, TPC-MTD…
• Particle event reconstruction according to trigger info, 

e.g di-muon
• Event selection base on physical quantities reconstructed 

from events 
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• Usage:
• Tag events of interests
• Select signal enhanced sample
• Data reduction

• Advantages:
• Higher level physical quantities
• Full event



Conceptual Software Components of HLT
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TPC CA tracker

dE/dx calculation

Primary 
Tracks

Primary 
Vertex

Multiple Detector Matching

TPC clusters
pad, row, time bucket

STAR online TPC hits map
(STAR global coordinates)

TOF
eTOF BEMC

global tracks

MTD

Secondary 
Vertex

Physics Analysis/Trigger Decision

DAQ Reader
• HLT makes trigger decisions 

based on physical quantities 
reconstructed from events

• Track momentum, 
energy lost 

• Vertex position
• Short-lived particles 

J/psi

• Required to reconstruct full 
events in real-time, 2kHz, ~ 
2GB/s input data



Map Computing Tasks Map to 
Computers
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Event 
Builder Event #4 Event #0 

Tracking Vertex Finding
(a thin wrapper)

Trigger 
Decision 
Making

Shared Memory

CPU × 40

Xeon Phi × 480 Offloaded Task

One HLT Node

Event #3 Event #2 Event #1

• Total throughput:
• < 2kHz
• < 2GB/s

• Scalability:
• In-node: 40+ CPU cores per 

computer node
• Inter-node: 20+ computer 

nodes
• High Performance:

• Vectorize computing 
intensive parts, e.g. tracking

• Replace on the fly 
calculation by look-up tables

• Accretors: Xeon Phi 
Coprocessor or GPU

optional



TPC Tracking: CA Track finding
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• local data access
• intrinsically parallel
• extremely simple algorithms
• suitable for SIMD

S. Gorbunov et al. Real Time Conference (RT), 2010

GORBUNOV et al.: ALICE HLT HIGH SPEED TRACKING ON GPU 1847

Fig. 6. Reconstruction time on CPU for events with different track multiplicity.

Fig. 7. a) Neighbors finder. b) Evolution step of the Cellular Automaton.

The tracking algorithm starts with a combinatorial search for
track candidates (tracklets), which is based on the Cellular Au-
tomaton method [3]. Local parts of trajectories are created from
geometrically nearby hits, thus eliminating unphysical hit com-
binations at the local level. The combinatorial processing com-
poses the following two steps:

• 1. Neighbor finder: For each hit at a row k the best pair
of neighboring hits from rows k 1 and k 1 is found,
as it is shown in Fig. 7(a). The neighbor selection criteria
requires the hit and its two best neighbors to form a straight
line. The links to the best two neighbors are stored. Once
the best pair of neighbors is found for each hit, the step is
completed.

• 2. Evolution step: Reciprocal links are determined and
saved, all the other links are removed (see Fig. 7(b)).

Every saved one-to-one link defines a part of the trajec-
tory between the two neighboring hits. Chains of consecutive
one-to-one links define the tracklets. One can see from Fig. 7(b)
that each hit can belong to only one tracklet because of the
strong evolution criteria. This uncommon approach is possible
due to the abundance of hits on every TPC track. Such a strong
selection of tracklets results in a linear dependence of the
processing time on the number of track candidates. When the
tracklets are created, the sequential part of the reconstruction
starts, implementing the following two steps:

Fig. 8. Reconstruction performance for proton-proton collisions at 14 TeV.

Fig. 9. Reconstruction performance for central heavy ion collisions at 5 TeV.

• 3. Tracklet construction: The tracklets are created by fol-
lowing the hit-to-hit links as it is described above. The ge-
ometrical trajectories are fit using a Kalman Filter, with a

quality check. Each tracklet is extended in order to col-
lect hits being close to its trajectory.

• 4. Tracklet selection: Some of the track candidates can have
intersected parts. In this case the longest track is saved,
the shortest removed. A final quality check is applied to
the reconstructed tracks, including a cut on the minimal
number of hits and a cut for low momentum.

IV. TRACKER EFFICIENCY

The performance of the HLT track finder of 99.9% for proton-
proton events and 98.5% for central Pb-Pb collisions has been
verified on simulated events. Corresponding efficiency plots are
shown on Figs. 8 and 9. In addition to the high efficiency, the
real-time reconstruction is an order of magnitude faster than the
off-line algorithm used as reference.

The described algorithm has the advantage of a high degree of
locality and parallelism. Step one only searches for local neigh-
bors to each hit. It can be done in parallel for all the hits as the
result does not depend on the order of processing. Step three

II. CLASSICAL METHODS OF TRACK AND VERTEX
RECONSTRUCTION

In any analysis of the data of a high-energy physics
experiment, it is of crucial importance to estimate as
accurately as possible the kinetic parameters of particles
produced in a collision event, for example, the position,
direction, and momentum of the particles at their pro-
duction points. For this purpose, a set of detecting de-
vices providing high-precision position measurements is
positioned close to the beam collision area. Charged par-
ticles created in the collisions ionize the material of de-
tecting devices on their way out of the collision area,
providing several position measurements along the tra-
jectory of each particle. The detector elements should
disturb the trajectory of the particles as little as possible.
Hence, the amount of material present in such tracking
detectors should be kept at a minimum.

The task of track reconstruction is traditionally di-
vided into two different subtasks: track finding and track
fitting. Track finding is a pattern recognition or classifi-
cation problem and aims at dividing the set of measure-
ments in a tracking detector into subsets, each subset
containing measurements believed to originate from the
same particle. These subsets are called track candidates.
An additional subset contains measurements believed
not to come from any of the interesting tracks but, for
instance, from noise in the electronics or from low-
energy particles spiraling inside the tracking detector.
Track finding should be conservative and keep a track
candidate in case of doubt rather than discarding it, as a
track candidate discarded at this stage is impossible to
recover at any later stage. An example of a hard track
finding problem is shown in Fig. 1. It is the task of the
track finding to reconstruct the correct classification of
the hits, shown in the bottom panel, to their respective
tracks, shown in the top panel.

The track fit takes the set of measurements in a track
candidate as a starting point. The goal is to estimate
as accurately as possible a set of parameters describing
the state of the particle somewhere in the tracking de-
tector, often at a reference surface close to the particle
beam. With few exceptions !see, e.g., James "1983# and
Chernov et al. "1993#$, the estimation is based on least-
squares methods. The track fit should be as computa-
tionally fast as possible, it should be robust against mis-
takes made during the track finding procedure, and it
should be numerically stable.

The track fit is also used to decide whether the
track candidate hypothesis is valid. Such a test can be
based on the value of the !2 statistic, i.e., the sum of the
squared standardized differences between the measured
positions in the track candidate and the estimated posi-
tions of the track at the points of intersection of the
detector devices. If the value of such a statistic is too
high, the set of measurements is not statistically compat-
ible with the hypothesis of having been created by a
single particle. The reason for this incompatibility could
be a single or a few measurements in a track candidate
misclassified by the track finding, or a track candidate

being completely wrong in the sense that it is a random
collection of measurements originating from several
other particles—a so-called ghost track. The track fit
should, in this testing phase, be able to remove wrong or
outlying measurements in the track candidates and sup-
press the ghost tracks completely.

The step following track reconstruction is vertex re-
construction. A vertex is a point where particles are pro-
duced either by a collision of a beam particle with an-
other beam particle or a target particle, the decay of a
particle, or by an interaction of a particle with the ma-
terial of the detector. Vertex reconstruction offers the
following benefits.

• Using the vertex constraint, the momentum esti-
mates of the particles involved can be improved.

• A neutral or very short-lived particle can be recon-
structed by finding its decay products and fitting
them to a common vertex.
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FIG. 1. A hard track finding problem. Top: 100 tracks in a
cylindrical tracking detector with 13 layers. The tracks and the
position measurements "hits# are shown in the projection trans-
verse to the magnetic field. In this projection the track model is
a circle. Bottom: Only the hits are shown.

1421Are Strandlie and Rudolf Frühwirth: Track and vertex reconstruction: From …
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II. CLASSICAL METHODS OF TRACK AND VERTEX
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In any analysis of the data of a high-energy physics
experiment, it is of crucial importance to estimate as
accurately as possible the kinetic parameters of particles
produced in a collision event, for example, the position,
direction, and momentum of the particles at their pro-
duction points. For this purpose, a set of detecting de-
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Hence, the amount of material present in such tracking
detectors should be kept at a minimum.
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cation problem and aims at dividing the set of measure-
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containing measurements believed to originate from the
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An additional subset contains measurements believed
not to come from any of the interesting tracks but, for
instance, from noise in the electronics or from low-
energy particles spiraling inside the tracking detector.
Track finding should be conservative and keep a track
candidate in case of doubt rather than discarding it, as a
track candidate discarded at this stage is impossible to
recover at any later stage. An example of a hard track
finding problem is shown in Fig. 1. It is the task of the
track finding to reconstruct the correct classification of
the hits, shown in the bottom panel, to their respective
tracks, shown in the top panel.

The track fit takes the set of measurements in a track
candidate as a starting point. The goal is to estimate
as accurately as possible a set of parameters describing
the state of the particle somewhere in the tracking de-
tector, often at a reference surface close to the particle
beam. With few exceptions !see, e.g., James "1983# and
Chernov et al. "1993#$, the estimation is based on least-
squares methods. The track fit should be as computa-
tionally fast as possible, it should be robust against mis-
takes made during the track finding procedure, and it
should be numerically stable.

The track fit is also used to decide whether the
track candidate hypothesis is valid. Such a test can be
based on the value of the !2 statistic, i.e., the sum of the
squared standardized differences between the measured
positions in the track candidate and the estimated posi-
tions of the track at the points of intersection of the
detector devices. If the value of such a statistic is too
high, the set of measurements is not statistically compat-
ible with the hypothesis of having been created by a
single particle. The reason for this incompatibility could
be a single or a few measurements in a track candidate
misclassified by the track finding, or a track candidate

being completely wrong in the sense that it is a random
collection of measurements originating from several
other particles—a so-called ghost track. The track fit
should, in this testing phase, be able to remove wrong or
outlying measurements in the track candidates and sup-
press the ghost tracks completely.

The step following track reconstruction is vertex re-
construction. A vertex is a point where particles are pro-
duced either by a collision of a beam particle with an-
other beam particle or a target particle, the decay of a
particle, or by an interaction of a particle with the ma-
terial of the detector. Vertex reconstruction offers the
following benefits.

• Using the vertex constraint, the momentum esti-
mates of the particles involved can be improved.

• A neutral or very short-lived particle can be recon-
structed by finding its decay products and fitting
them to a common vertex.
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FIG. 1. A hard track finding problem. Top: 100 tracks in a
cylindrical tracking detector with 13 layers. The tracks and the
position measurements "hits# are shown in the projection trans-
verse to the magnetic field. In this projection the track model is
a circle. Bottom: Only the hits are shown.

1421Are Strandlie and Rudolf Frühwirth: Track and vertex reconstruction: From …

Rev. Mod. Phys., Vol. 82, No. 2, April–June 2010

• Cellular automaton:
• A set of evolution rules
• Evolve in time
• Patterns emerge



TPC Tracking: Kalman Filter Track Fitting
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378 S. Gorbunov et al. / Computer Physics Communications 178 (2008) 374–383

Fig. 3. Block diagram representation of the conventional Kalman filter.

surement after the other. The optimum value is attained after
the addition of the last measurement.

The vector rt can change from one measurement to the next:

(1)rt
k = Akrt

k!1 + !k,

where Ak—a linear operator, !k—a process noise between (k!
1)th and kth measurements.

The measurement mk linearly depends on rt
k :

(2)mk = Hkrt
k + "k,

where "k—an error of the kth measurement.
It is assumed that measurement errors "i and the process

noise !j are uncorrelated, unbiased (""i# = "!j # = 0) and those
covariance matrices Vk , Qk are known:

(3)
!
"i · "T

i

"
$ Vi,

!
!j · !T

j

"
$ Qj .

The Kalman filter starts with an initial vector r0, then for
each measurement mk a vector rk is calculated, which is the
optimum estimation of the vector rt according to the first k

measurements.
The conventional Kalman filter algorithm consists of four

stages (see also a block diagram in Fig. 3):

1. Initialization step. Choose an approximate value of the vec-
tor r0. Its covariance matrix is set to C0 = I · inf2, where inf
denotes a large positive number.

2. Prediction step.

(4)r̃k = Akrk!1, #Ck = AkCk!1A
T
k .

3. Process noise. In contrast to the prediction step, describing
deterministic changes of the vector rt in time, the process
noise describes probabilistic deviations of the vector rt :

(5)r̂k = r̃k, $Ck = #Ck + Qk.

4. Filtration step. At this step the state vector r̂k is updated
with the new measurement mk to get the optimal estimate
of rk and its covariance matrix Ck :

Kk = $CkH
T
k

%
Vk + Hk$CkH

T
k

&!1
,

rk = r̂k + Kk(mk ! Hk r̂k),

Ck = $Ck ! KkHk$Ck,

!2
k = !2

k!1 + (mk ! Hk r̂k)
T%

Vk + Hk$CkH
T
k

&!1

(6)% (mk ! Hk r̂k).

The following designations are used in Eqs. (4)–(6): rk!1,
Ck!1—the optimum estimation, obtained at the previous step
and the error covariance matrix; the matrix Ak relates the state
at step k ! 1 to the state at step k; r̃k , #Ck—predicted estimation
of rt

k before the process noise; r̂k , $Ck—predicted estimation
of rt

k after the process noise; mk , Vk—the kth measurement and
its covariance matrix; the matrix Hk—the model of measure-
ment; the matrix Kk is the so-called gain matrix; the value !2

k

is the total !2-deviation of the obtained estimation rk from the
measurements m1, . . . ,mk .

The vector rn obtained after the filtration of the last mea-
surement is the desired optimal estimation of the rt

n with the
covariance matrix Cn.

In track fitting applications, the state vector rk is vector of
the track parameters, the prediction matrix Ak describes extrap-
olation of the track in the magnetic field from one detector to
another, and the matrix of noise Qk describes the effect of mul-
tiple scattering in the material.

5. Speedup of the algorithm

The Kalman filter method is used both in the track finding
and track fitting routines of the CBM experiment. The track
finder is based on the cellular automaton method [4]. The algo-
rithm creates short track segments (triplets) locally in neigh-
boring detector planes and links them into track candidates,
which are then selected using the !2-criterion. The Kalman
filter based routines are used at all stages of the track finder
in order to reliably estimate parameters of the track segments
and quality of the track candidates. The track fitting routine
in the CBM experiment realizes the Kalman filter in its con-
ventional approach and includes all necessary implementations
of the Kalman filter method, like extrapolation, update and
smoother. All variables in the routine are scalars and most of
them have floating point representation in double precision.
The track fitting routine performs three iterations in order to
achieve maximum momentum resolution and to take accurately
into account multiple scattering in material of the detectors. As
in the track fitter the Kalman filter is more isolated compar-
ing to the track finder, we have chosen the Kalman filter based

• Start with an arbitrary initialization
• Add measurement one by one
• Optimized parameters and covariance matrix are obtained 

after the last measurement added
• Independent to track model
• SIMD version available

S. Gorbunov et al., Computer Physics Communications 178 (2008) 374–383



Vectorization / SIMD

9Feather reading: https://en.wikipedia.org/wiki/History_of_supercomputing

a[0] a[1] a[2] a[3]
+ + + +

b[0] b[1] b[2] b[3]
= = = =

c[0] c[1] c[2] c[3]

a
+
b
=
c

scalar vector

SIMD: single instruction, multiple data



Vectorization / SIMD
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• SIMD becomes important again given new instruction sets and wider registers
• 2 – 16x speed up for single-thread programs
• Both CA Track Finder and Kalman Filter Track Fitter are fully vectorized by 

using Vc library

Vc Project Homepage: https://github.com/VcDevel/Vc
Future C++ standard: std::experimental::simd: https://en.cppreference.com/w/cpp/experimental/simd/simd

Vectorize or DIE
Kevin O’Leary – Intel Developer Products Division 
Technical Consulting Engineer

Intel Develop Zone webinar

https://github.com/VcDevel/Vc
https://en.cppreference.com/w/cpp/experimental/simd/simd
https://software.intel.com/content/www/us/en/develop/videos/vectorize-or-die-unlock-performance-secrets-with-data-driven-software-design.html?wapkw=vectorize%20or%20die


Heterogeneous computing
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• Computing accelerators: specialized design, which can do special task extremely fast
• Xeon phi coprocessors: x86, 60 cores, 4 thread per core, with or without host CPU
• GPU: thousands of cores, grouped in multiprocessor
• FPGA: field-programmable gate array, (re)programmable chips
• ASIC: application-specific integrated circuit

• CPU: general purpose computing device, which does everything well.

Xeon Phi 1st Gen

flexibility

Peak performance



Application I: Good Event Selection for BES
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• BES: (low) beam energy scan
• RHIC beam quality is lower at low energies
• Primary vertex distribution is wide in all 

directions, x, y, z, i.e. noisy
• RHIC also needs real-time feedback for 

performance tuning
• STAR operation uses HLT good events number 

to track the data taking progress

APS DNP Meeting – Town Meeting 
Newport  Beach, CA 

Daniel Cebra 
10/26/2012 Slide 2 of 18 

The RHIC Beam Energy Scan I 
• We built RHIC to find the QGP.   
            And we did it! 
 
•  But QGP is a new and complicated 
phase of matter.  We have made 
huge progress in understanding its 
nature. At high energy, we expect a 
cross-over transition.  At lower 
energy there should be a first order 
transition and a critical point. 
 
• The structure of the QCD 
matter phase diagram is 
fundamental. This will be in 
textbooks in future decades  
 
• Three Goals: 

• Turn-off of QGP signatures 
• Critical Point 
• First order phase transition. 

Cross-Over 

Au + Au 7.7GeV

O + O 200GeV
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Application I: Good Event Selection for BES

BBCE

HLT_good

collimator

kicker

intensityBBCE

HLT_good

collimator

kicker

intensity
• Beam tuning for FXT experiment at 3.85GeV
• Improve the use of STAR DAQ bandwidth



Application II: Identify Rare Events
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centred around the expected value25 for 4He particles is shown in
Fig. 2b and indicates that the detector is well-calibrated. In Fig. 2a,
where p/jZj is less than 1.4 GeV/c (where c is the velocity of light), four
negative particles are particularly well separated from the 3He band
and are located within the expected band for 4He. Above 1.75 GeV/c,
ÆdE/dxæ values of 3He and 4He merge and the TOF system is needed to
separate these two species.

Figure 3a and b shows the ÆdE/dxæ (in units of multiples of sdE/dx,
nsdE=dx ) versus calculated mass m~ p=c! "

!!!!!!!!!!!!!!!!!!!!!!!!!
t2c2=L2{1! "

p
, where sdE/dx

is the r.m.s. width of the ÆdE/dxæ distribution for 4He or 4He, and t and L
are the time of flight and path length, respectively. Negatively and posi-
tively charged particles are shown in Fig. 3a and b, respectively. In both
panels, majority species are 3He and 3He. In Fig. 3b, the 4He particles
cluster around nsdE=dx

~0 and mass 3.73 GeV/c2, the appropriate mass
for 4He. A similar but smaller cluster of particles can be found in Fig. 3a
for 4He. In Fig. 3c we show the projection onto the mass axis for particles
in Fig. 3a and b with nsdE=dx of 22 to 3. There is clear separation between
3He and 4He mass peaks. Eighteen counts for 4He are observed. Of
those, sixteen are from collisions recorded in 2010. Two counts26 iden-
tified by ÆdE/dxæ alone from data recorded in 2007 are not included in
this figure, because the STAR TOF was not installed at that time.

To evaluate the background in 4He due to 3He contamination, we
simulate the 3He mass distribution with momenta and path lengths, as
well as the expected time of flight from 3He particles with timing
resolution derived from the same data sample. The contamination
from misidentifying 3He as 4He is estimated by integrating over the
region of the 4He selection. We estimate that the background contri-
butes 1.4 (0.05) counts of the 15 (1) total counts from Au1Au colli-
sions at 200 (62) GeV recorded in 2010. Therefore, the probability of
misidentification is at the 10211 level.

The observed counts are used to calculate the antimatter yield with
appropriate normalization (the differential invariant yield) in order to
compare to the theoretical expectation. Detector acceptance, efficiency,
and antimatter annihilation with the detector material are taken into
account when computing yields. Various uncertainties related to track-
ing in the TPC, matching in the TOF, and triggering in the HLT are
cancelled when the yield ratios of 4He/3He and 4He

"3He are calcu-
lated. The ratios are 4He=3He ~ 3:0 + 1:3 stat! "z0:5

{0:3 sys! "
# $

| 10{3

and 4He
"

3He ~ 3:2 + 2:3 stat! "z0:7
{0:2 sys! "

# $
| 10{3 for central

Au1Au collisions at 200 GeV (where ‘stat’ and ‘sys’ indicate the statis-
tical and systematic errors). The ratios were obtained in two windows.
The first was 40u, h , 140u, where the polar angle, h, is the angle
between the particle’s momentum vector and the beam axis (these h
limits correspond to limits of 21 to 1 in a related quantity, pseudo-
rapidity). The second was a pT per baryon window centred at pT/

jBj5 0.875 GeV/c with a width of 0.25 GeV/c, where pT is the projection
of the momentum vector on the plane that is transverse to the beam
axis. Ratios calculated by a Blastwave model27 for the pT/jBj window
mentioned above and for the whole range of pT/jBj differ by only 1%.
The differential yields (see legend to Fig. 4) for 4He (4He) are obtained
by multiplying the ratio of 4He/3He (4He

"3He) with the 3He (3He)

a b
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Figure 2 | ÆdE/dxæ versus p/ | Z | . a, For negatively charged particles (grey and
blue dots); b, for positively charged particles (grey and orange dots). The black
curves show the expected values for each species. The lower edges of the bands
of coloured dots correspond to the online calculation by the HLT of 3s below

the ÆdE/dxæ band centre25 for 3He. The grey bands correspond to charged
particles which lie far from the region of particular focus in the present study,
and which were not selected by the HLT. The bands marked p, !p, K and p
correspond to protons, antiprotons, kaons and pions, respectively.
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Figure 3 | Isotope identification based on energy loss and mass calculated
from momentum per charge and time of flight. a, b, The ÆdE/dxæ in units of
multiples of sdE/dx, nsdE=dx , of negatively charged particles (a) and positively
charged particles (b) as a function of mass measured by the TOF system. The
masses of 3He (3He) and 4He (4He) are indicated by the black vertical dashed
lines at 2.81 GeV/c2 and 3.73 GeV/c2, respectively. The light blue horizontal
dashed line marks the position of zero deviation from the expected value of ÆdE/
dxæ (nsdE=dx ~0) for 4He (4He). The rectangular boxes highlight areas for 4He
(4He) selections: {2vnsdE=dx v3 and 3.35 GeV/c2 , mass , 4.04 GeV/c2

(corresponding to a 63s window in mass). c, A projection of entries in a and
b onto the mass axis for particles in the window of 22 , sdE/dx , 3. The
combined measurements of energy loss and the time of flight allow a clean
identification to be made in a sample of 0.5 3 1012 tracks from 109 Au1Au
collisions.
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centred around the expected value25 for 4He particles is shown in
Fig. 2b and indicates that the detector is well-calibrated. In Fig. 2a,
where p/jZj is less than 1.4 GeV/c (where c is the velocity of light), four
negative particles are particularly well separated from the 3He band
and are located within the expected band for 4He. Above 1.75 GeV/c,
ÆdE/dxæ values of 3He and 4He merge and the TOF system is needed to
separate these two species.

Figure 3a and b shows the ÆdE/dxæ (in units of multiples of sdE/dx,
nsdE=dx ) versus calculated mass m~ p=c! "

!!!!!!!!!!!!!!!!!!!!!!!!!
t2c2=L2{1! "

p
, where sdE/dx

is the r.m.s. width of the ÆdE/dxæ distribution for 4He or 4He, and t and L
are the time of flight and path length, respectively. Negatively and posi-
tively charged particles are shown in Fig. 3a and b, respectively. In both
panels, majority species are 3He and 3He. In Fig. 3b, the 4He particles
cluster around nsdE=dx

~0 and mass 3.73 GeV/c2, the appropriate mass
for 4He. A similar but smaller cluster of particles can be found in Fig. 3a
for 4He. In Fig. 3c we show the projection onto the mass axis for particles
in Fig. 3a and b with nsdE=dx of 22 to 3. There is clear separation between
3He and 4He mass peaks. Eighteen counts for 4He are observed. Of
those, sixteen are from collisions recorded in 2010. Two counts26 iden-
tified by ÆdE/dxæ alone from data recorded in 2007 are not included in
this figure, because the STAR TOF was not installed at that time.

To evaluate the background in 4He due to 3He contamination, we
simulate the 3He mass distribution with momenta and path lengths, as
well as the expected time of flight from 3He particles with timing
resolution derived from the same data sample. The contamination
from misidentifying 3He as 4He is estimated by integrating over the
region of the 4He selection. We estimate that the background contri-
butes 1.4 (0.05) counts of the 15 (1) total counts from Au1Au colli-
sions at 200 (62) GeV recorded in 2010. Therefore, the probability of
misidentification is at the 10211 level.

The observed counts are used to calculate the antimatter yield with
appropriate normalization (the differential invariant yield) in order to
compare to the theoretical expectation. Detector acceptance, efficiency,
and antimatter annihilation with the detector material are taken into
account when computing yields. Various uncertainties related to track-
ing in the TPC, matching in the TOF, and triggering in the HLT are
cancelled when the yield ratios of 4He/3He and 4He

"3He are calcu-
lated. The ratios are 4He=3He ~ 3:0 + 1:3 stat! "z0:5

{0:3 sys! "
# $

| 10{3

and 4He
"

3He ~ 3:2 + 2:3 stat! "z0:7
{0:2 sys! "

# $
| 10{3 for central

Au1Au collisions at 200 GeV (where ‘stat’ and ‘sys’ indicate the statis-
tical and systematic errors). The ratios were obtained in two windows.
The first was 40u, h , 140u, where the polar angle, h, is the angle
between the particle’s momentum vector and the beam axis (these h
limits correspond to limits of 21 to 1 in a related quantity, pseudo-
rapidity). The second was a pT per baryon window centred at pT/

jBj5 0.875 GeV/c with a width of 0.25 GeV/c, where pT is the projection
of the momentum vector on the plane that is transverse to the beam
axis. Ratios calculated by a Blastwave model27 for the pT/jBj window
mentioned above and for the whole range of pT/jBj differ by only 1%.
The differential yields (see legend to Fig. 4) for 4He (4He) are obtained
by multiplying the ratio of 4He/3He (4He

"3He) with the 3He (3He)
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of coloured dots correspond to the online calculation by the HLT of 3s below

the ÆdE/dxæ band centre25 for 3He. The grey bands correspond to charged
particles which lie far from the region of particular focus in the present study,
and which were not selected by the HLT. The bands marked p, !p, K and p
correspond to protons, antiprotons, kaons and pions, respectively.
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multiples of sdE/dx, nsdE=dx , of negatively charged particles (a) and positively
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dashed line marks the position of zero deviation from the expected value of ÆdE/
dxæ (nsdE=dx ~0) for 4He (4He). The rectangular boxes highlight areas for 4He
(4He) selections: {2vnsdE=dx v3 and 3.35 GeV/c2 , mass , 4.04 GeV/c2

(corresponding to a 63s window in mass). c, A projection of entries in a and
b onto the mass axis for particles in the window of 22 , sdE/dx , 3. The
combined measurements of energy loss and the time of flight allow a clean
identification to be made in a sample of 0.5 3 1012 tracks from 109 Au1Au
collisions.
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• Discovery of anti-4He
• Select events with candidates heavier than (anti-)3He
• Select 16 million signal enhanced events out of 

(equivalent) ~1 billion mini-bias events
• Heavies anti-matter particles ever observed

HTL Section • Searching for anti-alpha in space
• AMS was launched on Space Shuttle Endeavour on May 16, 2011.

Nature 473, 353 (2011)
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• Di-Muon trigger is very noisy
• HLT-dimuon trigger can reject 96% of the background events



Extend the usage of Kalman Filter
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A brief introduction to Kalman Filter

http://www.swarthmore.edu/NatSci/echeeve1/Ref/Kalman/ScalarKalman.html
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A brief introduction to Kalman Filter

http://www.swarthmore.edu/NatSci/echeeve1/Ref/Kalman/ScalarKalman.html



Extend the usage of Kalman Filter

18

A brief introduction to Kalman Filter

http://www.swarthmore.edu/NatSci/echeeve1/Ref/Kalman/ScalarKalman.html
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• Kalman Filter is widely used in track fitting
• Extend the use to reconstruct vertex

Reconstruction of decay chains 

• The state vector does not 
depend on the number of 
daughter particles 

• All particles are described 
with the same state vector 

• All particles are equivalent 

• All functionality is the same 
for mother and daughter 
particles 

07.07.2011 Maksym Zyzak, 2nd Tracking Workshop 4/22 

r = { x, y, z, px, py, pz, E }  

Position, direction and 
momentum State vector 
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Extend the usage of Kalman Filter: KFParticle



Extend the usage of Kalman Filter: KFParticle
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�More than 200 decays. All decays are
reconstructed in one go.

� Covariance matrix contains essential 
information about tracking and detector 
performance.

•
•

•

•

2

KF Particle Finder in BES-II

KFParticle Lambda(P, Pi); 
Lambda.SetMassConstraint(1.1157); 
KFParticle Omega(K, Lambda); 
PV -= (P; Pi; K); // clean the primary vertex
PV += Omega; // add Omega to the primary vertex
Omega.SetProductionVertex(PV); 
(K; Lambda).SetProductionVertex(Omega); 
(P; Pi).SetProductionVertex(Lambda); 

1. KF Particle Finder — M. Zyzak, “Online selection of short-lived particles on many-core computer architectures in the CBM experiment at FAIR,” Dissertation
thesis, Goethe University of Frankfurt, 2016, http://publikationen.ub.uni-frankfurt.de/frontdoor/index/index/docId/41428 Iouri Vassiliev, May 24, 2021
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Hyper nuclei and resonances BES-II at sNN = 7.7 GeV 

8

Run 2021:

• clean spectra, high statistic
• excellent S/B ratio and significance
• 3-body decay 3/H o dpπ

Run 2021: ~140 ME (X pico)Extend the usage of Kalman Filter: KFParticle

Run21 7.7GeV, HLT Expreproduction, Iouri Vassiliev

Observation of an
Antimatter Hypernucleus
The STAR Collaboration*†

Nuclear collisions recreate conditions in the universe microseconds after the Big Bang. Only a very small
fraction of the emitted fragments are light nuclei, but these states are of fundamental interest. We report
the observation of antihypertritons—comprising an antiproton, an antineutron, and an antilambda
hyperon—produced by colliding gold nuclei at high energy. Our analysis yields 70 T 17 antihypertritons
(3

L H) and 157 T 30 hypertritons (3
LH). The measured yields of 3

LH ( 3
L H ) and 3He (3He ) are similar,

suggesting an equilibrium in coordinate and momentum space populations of up, down, and strange
quarks and antiquarks, unlike the pattern observed at lower collision energies. The production and
properties of antinuclei, and of nuclei containing strange quarks, have implications spanning nuclear and
particle physics, astrophysics, and cosmology.

Nuclei are abundant in the universe, but
antinuclei that are heavier than the
antiproton have been observed only as

products of interactions at particle accelerators
(1, 2). Collisions of heavy nuclei at the Rela-
tivistic Heavy-Ion Collider (RHIC) at Brookhaven
National Laboratory (B NL) briefly produce hot
and dense matter that has been interpreted as a
quark gluon plasma (QGP) (3, 4) with an energy
density similar to that of the universe a few
microseconds after the Big Bang. This plasma
contains roughly equal numbers of quarks and
antiquarks. As a result of the high energy density
of the QGP phase, many strange-antistrange (ss)
quark pairs are liberated from the quantum vac-
uum. The plasma cools and transitions into a had-
ron gas, producing nucleons, hyperons, mesons,
and their antiparticles.

Nucleons (protons and neutrons) contain only
up and down valence quarks, whereas hyperons
(L , S, X, W) contain at least one strange quark in
their three-quark valence set. A hypernucleus is a
nucleus that contains at least one hyperon in
addition to nucleons. A ll hyperons are unstable,
even when bound in nuclei. The lightest bound
hypernucleus is the hypertriton ( 3

L H ), which
consists of a L hyperon, a proton, and a neutron.
The first observation of any hypernucleus was
made in 1952 using a nuclear emulsion cosmic
ray detector (5). Here, we present the observation
of an antimatter hypernucleus.

Production of antinuclei. Models of heavy-
ion collisions have had good success in explain-
ing the production of nuclei by assuming that a
statistical coalescence mechanism is in effect
during the late stage of collision evolution (4, 6).
Antinuclei can be produced through the same
coalescence mechanism and are predicted to be
present in cosmic rays. An observed high yield
could be interpreted as an indirect signature of
new physics such as dark matter (7, 8). Heavy-

ion collisions at RHIC provide an opportunity for
the discovery and study of many antinuclei and
antihypernuclei.

The ability to produce antihypernuclei allows
the study of all populated regions in the three-
dimensional chart of the nuclides. The conven-
tional two-dimensional chart of the nuclides
organizes nuclear isotopes in the (N, Z) plane,
where N is the number of neutrons and the Z is
the number of protons in the nucleus. This chart
can be extended to the negative sector in the (N, Z)
plane by including antimatter nuclei. Hypernuclei
bring a third dimension into play, based on the
strangeness quantum number of the nucleus. The
present study probes the territory of antinuclei
with nonzero strangeness (Fig. 1), where proposed
ideas (9–12) related to the structure of nuclear
matter can be explored.

Hypernuclei—formation and observation.
The hyperon-nucleon (Y N) interaction, respon-
sible in part for the binding of hypernuclei, is of
fundamental interest in nuclear physics and
nuclear astrophysics. For example, the Y N
interaction plays an important role in attempts
to understand the structure of neutron stars.
Depending on the strength of the Y N interaction,
the collapsed stellar core could consist of hyperons,

strange quark matter, or a kaon condensate (13).
Whereas the hyperons or strange particles inside a
dense neutron star would not decay because of
local energy constraints, free hypernuclei decay
into ordinary nuclei with typical lifetimes of a few
hundred picoseconds, which is still 13 orders of
magnitude longer than the lifetimes of the shortest-
lived particles. The lifetime of a hypernucleus
depends on the strength of the YN interaction (14, 15).
Therefore, a precise determination of the lifetime
of hypernuclei provides direct information on the
Y N interaction strength (15, 16).

The experiment was carried out by the STA R
collaboration (17) at the RHIC facility. The main
detector of the STA R experiment is a gas-filled
cylindrical time projection chamber (TPC) with
an inner radius of 50 cm, an outer radius of 200
cm, and a length of 420 cm along the beamline
(18). The TPC is a device for imaging, in three
dimensions, the ionization left along the path of
charged particles. It resolves more than 50
million pixels within its active volume. The
present analysis is based on interactions produced
by colliding two Au beams at an energy of 200
GeV per nucleon-nucleon collision in the center-
of-mass system. About 89 million collision
events were collected using a trigger designed
to accept, as far as possible, all impact parameters
(minimum-bias events), and an additional 22
million events were collected using a trigger that
preferentially selects near-zero impact parameter
(or “head-on”) collisions. The accepted collisions
are required to occur within 30 cm of the center
of the TPC along the beamline. Charged particle
tracks traversing the TPC are reconstructed in an
acceptance that is uniform in azimuthal angle.
The precise coverage in terms of polar angle is
somewhat complicated (18), but roughly speak-
ing, charged tracks emerging at angles with re-
spect to the beam axis in the range of 45° < q <
135° are reconstructed.

Figure 2 depicts a typical Au + Au collision
reconstructed in the STA R TPC. The tracks are
curved by a uniform magnetic field of 0.5 T
parallel to the beamline. The event of interest
here includes a 3

L H candidate created at the

RESE A R C H ARTI C LES

*Address for correspondence: starpapers-l@ lists.bnl.gov
†All authors and their affiliations appear at the end of this
paper.

Fig. 1. A chart of the
nuclides showing the ex-
tension into the strange-
ness sector. Normal nuclei
lie in the (N, Z) plane.
Antinuclei lie in the neg-
ative sector of this plane.
Normal hypernuclei lie
in the positive (N, Z)
quadrant above the plane.
The antihypertriton 3

L
H

reported here extends
this chart into the strange-
ness octant (S) below the
antimatter region in the
(N, Z) plane.

2 APRIL 2010 V O L 328 SCIE N C E www.science ma g .org58
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• First observation of antimatter hypernucleus
• STAR, 2 APRIL 2010 VOL 328 SCIENCE  



Computation Challenge for KFParticle
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V0 reconstruction is intrinsically a 𝒪(N2) problem

• KFParticle on Intel Xeon Phi

• Intel Xeon Phi 7120P
o 61 core
o 4 hardware threads per core
o 16G RAM
o on board linux, x86

15 January 2014 Maksym Zyzak, BNL /05

KF Particle Finder on Xeon Phi

!3

• Standalone KF Particle Finder is run on the Xeon Phi card. 

• Currently search of Ks0, Λ, Ξ- and Ω- is turned on. The parallelism between cores is 
implemented on the event level. 

• The algorithm is significantly modified for higher level of vectorization, including 
data structure modification. 

• The program scales up to 240 logical cores on the Xeon Phi.
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Summary
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• STAR HLT uses high performance computers to reconstruct events in real-time 
and make trigger decisions based on physical quantities

• STAR HLT is a combination of physics analysis and many computing 
techniques


